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“Eva oUotnpa avaAuong HeyaAwv 8€80UEVWV BAOLOUEVO OE pia YAWOOQ EMEPWTHOEWV
vdnAou erunédou xpnoyonowwvtag to Apache Spark ”

NEPINAHWH

H avdAuon peydAwv Sedopévwy elval pia amo TIG O EVEPYEG EPEUVNTLKEC TIEPLOXEC OHLEPA KOl
ouvoSeUeTal amo MOAEG OewpnTIKEG KL TIPAKTLKEG TIPOKANOELG. AUTH N gpyacia cupBANeL ot
ouTtnV TNV meploxn vlomowwvtag thv yAwooa HIFUN ypnowomowwvrtag to framework Apache
Spark. H HIFUN eival plo yA\wooa enepwtioewv unAou emuméSou n omoia €xel mpotabei yia tnv
£kdpaon eMepwTNoEWV avaAuong mavw os Sedopéva PLeydAou Oykou. AuTr n YAWooo KAVEL Evav
codr Slaxwplopd UETAy TOU £VVOLOAOYLKOU Kol Tou ¢uolkol emumeédou. Mia emepwtnon
OvVAAUGoNG KoL N aItavtnon Tng opllovtal 6To evvoloAoyiko eminedo avefdptnta ano tnv ¢puon Kat
v tonoBeoia twv dsdopévwy. Katomiv, auvtol ot abnpnuévol oplopoi avtiotolxilovral os
pUNXaviopoUg amotipnong xaunAdtepou smumédou, Aappavovtag umoPwy tv ¢von Kol Tnv
tonoBecia Twv dedopévwy, OTWE emiong Kol AAAOUG OXETIIOLEVOUC TTAPAYOVTEG. Z€ QUTAV TNV
epyoaoia, aflomoloV e auTHV TNV YAWooA yLa TV oxedilacn Kot TV UAomoinon evog cUCTAUATOG
TO omolo eMITPENMEL O €vav XProtn va avalUoel, va OTTLKOTIOLOEL KOL va avOoKaAUEL
mAnpodopia n onola pnopel va eival xpriowtn otn Andn anodacswy Kal n onola eivat KQUUHEVN
oe 6edopéva PeydaAou Oykou. ITo GUoLKO eminedo, oL emepwtnoelg tng HIFUN avtiotolyilovral o
MNXOVIoHOUG amoTipnong xapnAotepou emutédou tou Apache Spark, akoAouBwvtag To
npotewvopevo and tnv HIFUN evvololoylkd TAdvo amoTtipnong, umootnpilovtag pio peydAn
vkapo popdpwv OSedopévwy. ZTO €VVOLOAOYIKO emimedo, e€dapUOlOUUE TOUG KOVOVEC



gnaveyypadng EMEPWTACEWV KAl SNULOUPYOUE TTAOVA EKTEAECNG EMEPWTHOEWYV, TIPOTELVOUEVOL
and v HIFUN. H epyaocia autr Sgixvel 6tL to TUTkd poviédo g HIFUN elval xprowo otnv
MPAEN KAl N TEPOAMOTIKY a€LOAOYNON) TOU OUCTAUOTOG OmodelkvUEL OTL N TIPOCEYYLON TOU
MOVTEAOU OTNV emaveyypadr TNV EMEPWINCEWV KAl OTNV TAPOYwWYH TAOVWY EKTEAEONG
EMEPWTNOEWV ETUTUYXAVEL TN LEIWON TOU UTTOAOYLOTIKOU KOOTOUG aveéaptnta amo tnv puon twv
SeSopévwv..
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“A Big Data Analytics System Based on a High Level Query Language Using Apache Spark ”

ABSTRACT

Big data analytics is one of the most active research areas today with a lot of challenges,
both theoretical and practical. This thesis makes a contribution to the area of big data
analytics by implementing the HIFUN language using the Apache Spark framework. HIFUN
is a high level query language, proposed for expressing analytic queries over big data sets.
This language makes a clear separation between the conceptual and the physical level.
An analytic query and its answer are defined at the conceptual level independently of the
nature and location of data. The abstract definitions are then mapped to lower level
evaluation mechanisms, taking into account the nature and location of data, as well as
other related aspects. In this thesis, we leverage this language to design and implement
a system which allows a user to analyse, visualize and discover information useful for
decision making, which is "hidden" in large-scale data sets. In the physical level, HIFUN
qgueries are mapped to lower level evaluation mechanisms of the Apache Spark
framework following the conceptual evaluation scheme proposed by HIFUN and
supporting a big range of data set formats. In the conceptual level, we apply the query
rewriting rules and create query execution plans, proposed by HIFUN. Our work shows



that the HIFUN formal model is useful in practice and the experimental evaluation of the
system proves that the model's approach to query rewriting and to the generation of

guery execution plans succeeds in reducing the computational costs regardless of the
nature of the data.



